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Abstract 

This work analyzes scalable enterprise intelligence fabrics 

designed for high-performance, knowledge-oriented service 

automation. The core problem is formulated as the 

definition and architecture of a class of intelligence fabrics 

capable of automating three key functionalities: service 

request elucidation, service availability (or execution-path) 

determination, and execution-time prediction — 

specifically for enterprise applications built on knowledge-

oriented services. A knowledge-oriented service is defined 

as a functionality that delivers knowledge to a requesting 

module through an execution path established on-the-fly, 

including dynamic service orchestration, in response to a 
request. 

Within this context, an enterprise intelligence fabric is 

defined as a modular set of conformant components, 

distributed across different locations, that encapsulate the 

functionality needed to create, configure, monitor, and 

maintain the data and control infrastructures underlying 

enterprise intelligence applications and services — all 

operating under a common governance framework. The 

paper argues for layered architectures that clearly separate 

the underlying data and analytical support layer from the 

application metadata-level service request layer and from 

the application usage layer. It further discusses the 

integration of cross-application modules for provenance 

tracking, service invocation orchestration, security and 
privacy, and trust. 
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1. Introduction 

Service automation is generally associated with 

organizational and systems-oriented aspects of service 

provisioning. Yet, with increasing emphasis on service-

centric business models, managing knowledge in business 

operations that enable service delivery becomes crucial for 

service automation to be truly high-performance. Enterprise 

Intelligence Fabrics allow such knowledge-oriented 

services to be provisioned at scale. 

 

 

 

 

Table 1: Core Concepts of Enterprise Intelligence Fabric 

Concept Short Description 

Enterprise 

Intelligence Fabric 

Modular platform for creating, 

monitoring, and maintaining 

intelligent enterprise services 

Knowledge-

Oriented Service 

Service that delivers knowledge 

through an execution path created on 

demand 

Service 

Automation 

Automated handling of requests, 

availability checks, and execution 

prediction 

Governance 

Framework 

Common control structure for quality, 

security, risk, and compliance 

Service 

Orchestration 

Coordination of multiple services to 

complete a higher-level enterprise task 
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The research question (RQ) put forward is: What 

architectural elements and knowledge-related capabilities 

should be modularized into a coherent enterprise service 

integration and governance platform? Enterprise 

Intelligence Fabrics are described. Organizing the service-

related data and knowledge of service delivery within a 

separate cohesive business operating environment improves 

governance and knowledge-oriented capabilities. The 

Domain Layer provides an improved framework to model, 

govern and control the key environment outside the business 

operational execution path, enabling support for a variety of 

complex knowledge-oriented services like delivery of 

external regulatory compliance reports, or internal and 

external audit compliance. 

1. Service Automation Score  

𝑆𝐴𝑆 =
𝐴𝑠 + 𝑅𝑒 + 𝑃𝑡
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Where 𝐴𝑠= service availability, 𝑅𝑒= request elucidation 

accuracy, 𝑃𝑡= prediction accuracy. 

A. Architectural abstractions for 

scalable fabrics 

As enterprise intelligence fault-tolerance fabrics 

aim to support sophisticated knowledge-oriented service 

automation, it is essential to examine the nature of services 

and the principles needed to achieve the required level of 

fault tolerance and performance scalability. Scalable 

enterprise intelligence-fault tolerance fabrics rely on three 

architectural abstraction modeling concepts: modularity, 

composability, and interoperability. 

Table 2: Architectural Abstractions 

Abstraction Purpose 

Modularity 
Divides enterprise intelligence functions 

into manageable components 

Abstraction Purpose 

Composability 
Allows services and modules to be 

combined for complex automation 

Interoperability 
Enables systems to communicate across 

platforms and protocols 

Scalability 
Supports enterprise-wide deployment and 

growing service demand 

Fault 

Tolerance 

Maintains service reliability under 

operational complexity 

Enterprise intelligence fabrics are defined as the 

repository of enterprise intelligence under the business 

action control of the enterprise located at the enterprise site 

for special-purpose or knowledge-oriented services. As 

such, the architecture of enterprise intelligence fabrics for 

service automation must meet service-oriented 

requirements. Unable to separate the user from the request, 

the ability to respond is the central aspect of any service. A 

request-response service is one of the most common Service 

Type consisting of a request followed by a response. 

Service-oriented applications can be composed of Web 

Services (WS). Services can differ in support of different 

application transactions and processes. WS can exchange 

messages with other WS regardless of platform differences 

in hardware, operating systems, and programming language. 

Only Web Services that converse using the same message 

format and protocol can exchange messages. A Web Service 

should consist of the description of the service offer, the 

message format, protocol, and message content. 

2. Execution Time Prediction  

𝑇𝑝 = 𝑇𝑑 + 𝑇𝑎 + 𝑇𝑜 

 

Where 𝑇𝑑= data access time, 𝑇𝑎= analytics processing time, 

𝑇𝑜= orchestration time. 
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2. Conceptual foundations of 

enterprise intelligence fabrics 

Enterprise intelligence fabrics provide a scalable 

automation platform for knowledge-oriented intelligent 

systems. These systems (i) adapt service definition and 

configuration across multiple dimensions; (ii) integrate a 

range of artificial and human intelligence; (iii) learn during 

and from operations; (iv) support secure data sharing, 

potentially across multiple organizations; and (v) are 

responsive to changing operational conditions. Knowledge-

oriented service automation has close affinities with 

knowledge-oriented systems; hence the term knowledge 

fabric has emerged to describe the necessary FI elements. A 

knowledge fabric is built from Knowledge-Intensive 

Processes interweaving Knowledge-Intensive Services with 

Knowledge-Aided and Human Services. 

Table 3: Layers in Intelligence Fabric Architecture 

Layer Function 

Data Layer Collects and stores enterprise data 

Analytics 

Layer 
Processes data and generates insights 

Control Layer 
Applies governance, policies, and 

operational rules 

Application 

Layer 

Delivers services to users and enterprise 

systems 

Domain Layer 
Manages business rules, compliance, and 

knowledge models 

The analysis centres on knowledge fabrics rather 

than on the broader FI notion. Other terms—for example, 

intelligent data fabric—are also in use; however, knowledge 

fabric offers a clearer mapping to the intended scope of 

knowledge-oriented service automation within domain 

deployment areas (for example, cybersecurity and disaster 

management). Three reasons justify the adoption of the 

knowledge fabric rather than knowledge fabric definition. 

First, knowledge-oriented service automation is a 

subdomain of knowledge-oriented systems, which use 

services as the principal abstraction style.  

3. Knowledge Service Efficiency  

𝐾𝑆𝐸 =
𝐾𝑜
𝑇𝑝

 

 

Where 𝐾𝑜= useful knowledge output, 𝑇𝑝= predicted 

execution time. 

A. Definitions and scope 

Enterprise intelligence (EI) fabrics comprise 

integrated and interoperable collections of enterprise 

capabilities that support internal and external service 

automation, service management, and service orchestration 

activities. EI fabrics are both physically and functionally 

scalable to meet the needs of the enterprise. The term 

Enterprise Intelligence Fabric (EI-fabric) emphasizes the 

specialization of fabrics for enterprise-specific scenarios; 

however, the non-core components, such as those for data 

and control, are capable of cross-enterprise deployments as 

well. 

Table 4: Key Capabilities of Knowledge-Oriented 

Automation 

Capability Role in Automation 

Request 

Elucidation 

Understands and clarifies service 

requests 

Path 

Determination 

Selects the suitable service execution 

route 

Time Prediction Estimates service execution duration 
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Capability Role in Automation 

Knowledge 

Fusion 

Combines enterprise and external 

knowledge 

Decision Support 
Enables automated and collaborative 

decisions 

The core user-facing component types—

knowledge-oriented services and knowledge-oriented 

service enabling services—embody service automation 

scenarios that can consume data, analytics, or other services. 

Knowledge-oriented services are often supported by 

knowledge-oriented service management services, which 

are concerned with the formulation and engineering of 

knowledge-oriented services, including discovery and 

planning, testing and evaluation. These user-facing service 

automation types can also appear as constituents of 

knowledge-oriented service orchestration services, which 

form solutions that address a higher-level usage need than 

the individual service atomic activities, usually involving 

support from knowledge-oriented service enabling services. 

4. Fabric Scalability Index  

𝐹𝑆𝐼 =
𝑁𝑠
𝑅𝑐

 

 

Where 𝑁𝑠= number of supported services, 𝑅𝑐= resource 

consumption. 

3. Reference architectures for 

scalable FI fabrics 

Enterprise data analytics fabrics supporting 

complex application-usage patterns are becoming 

increasingly prevalent. In the context of knowledge-oriented 

service automation, such organization-scale application-

driven data-acquisition-and-analysis service fabric are 

termed enterprise intelligence fabrics. Two non-overlapping 

categories of architectural patterns can be identified. 

Reference architectures capture relationships between high-

level functions and the supporting technology stack; layered 

architectures address functional concerns. Such sized 

architectures become more relevant as the size, scale, and 

complexity of systems and services increase, often model-

driven, policy-governed, cross-organizational, and 

stretching abstraction boundaries. 

 

Fig 1: Throughput Scalability — request throughput vs. 

number of fabric service nodes (near-linear scaling) 

The reference architecture delineates the complete 

cycle to support the analytics functionality: from data 

collection through analysis to the delivery of insights into the 

computerized control or governance fabric to be acted upon 

and/or forwarded to operative or tactical users. The 

positioned layered architecture serves, in particular, as a 

vendor-neutral blueprint for FI implementation at 

operational scale; as different vendor implementations 

permeate through multiple organizations, governance of 

their respective participating data-acquisition-and-analysis 

services, and hence the underlying signposts, becomes 

increasingly important for ensuring correct, timely, cost-

effective, and reputed operations across the entire value 

chain. 

5. Interoperability Score  
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𝐼𝑆 =
𝐶𝑖
𝐶𝑡

 

 

Where 𝐶𝑖= interoperable components, 𝐶𝑡= total 

components. 

A. Layered architecture and 

interoperability 

A layered architecture makes a fundamental 

distinction between data, analytics, control, and application 

layers in intelligent systems, setting software-engineering 

design principles. Consequently, defining clear interfaces 

that separate layers allows the validation of layer-stacking 

principles by independently evaluating the associated 

protocols. Enforcing open international standards for 

defining these interfaces ensures interoperability—one of 

the critical prerequisites for composability. Enterprise 

intelligence fabrics inherit these principles and apply them 

in the appropriate new settings. Intelligence fabrics require 

much larger concentrations of data from much wider 

sources, creating correspondingly larger flows of processed, 

analyzed, and generated data. In particular, knowledge-

oriented service automation systems and applications (see 

below) need to integrate structured knowledge with dynamic 

knowledge under high-demand service profiles. The 

governance model provides the policy framework for the 

realization of these processes. 

 

Fig 2: Execution-Time Prediction Accuracy — fabric-

based predictor vs. conventional heuristic, as training data 

grows 

Intelligent systems in service-oriented 

architectures introduce a further crosscutting requirement, 

namely, that of applying governance models over the data, 

network, and control infrastructures. Because enterprise 

intelligence fabrics constitute complete enterprise-

ecosystem components, they likewise inherit this capability. 

Indeed, all data that flows through enterprise intelligence 

fabrics is subject to governance along multiple dimensions: 

quality of the data being processed, security, risk, systems-

and-process approvability, compliance to external legal 

requirements, and so on. Such issues have been consistently 

addressed in literature on enterprise-ecosystem data 

governance and represent a mandatory characteristic of 

enterprise-intelligence fabrics. 

6. Governance Compliance Ratio  

𝐺𝐶𝑅 =
𝑃𝑐
𝑃𝑡

 

 

Where 𝑃𝑐= compliant processes, 𝑃𝑡= total processes. 
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4. Data governance, provenance, and 

trust in knowledge fabrics 

Intelligent enterprise operation requires an 

enabling intelligence fabric with deep executive and 

analytical orchestration capability over semantically rich 

operational and analytical knowledge. In other words, 

intelligent enterprise operations demand a high level of 

expert knowledge and proficiency in executing the services 

performed by the enterprise. These services are knowledge-

oriented and can profitably use high-speed traditional forms 

of computing, such as simulation and Monte Carlo, with a 

degree of automation and in areas where such services are 

business-critical. Nevertheless, even these specific-use 

services must run with a full throttle of intelligence and 

execution capability of a high-performance enterprise 

intelligence fabric. 

 

Fig 3: Layered Reference Architecture — schematic of 

Data/Analytics/Control/Application layers with cross-

cutting governance and provenance 

Within this domain of knowledge-oriented service 

automation, governance for the data in the business 

knowledge fabric and the system is a focal point. No matter 

whether it is Solution as a Service or something else, 

intelligent enterprise operation demands a robust data 

governance framework that keeps the data in the knowledge 

knowledge fabric-fit-for-purpose and increases trust in the 

data. During high-frequency, continuous and an event-

based, on-demand automation execution mode of such 

services running in the knowledge service-oriented layer 

intelligently, the data in the governing fabric must be 

continuously tracked for lineage and provenance. That is, 

lineage and provenance capture, storage, querying, and 

monitoring forms a critically important data governance 

capability of the knowledge knowledge fabric and underpin 

the thematic area of Data Governance, of which Data 

Lineage and Provenance is one of the key enabling aspects. 

 

7. Provenance Completeness  

𝑃𝐶 =
𝐿𝑐
𝐿𝑡

 

 

Where 𝐿𝑐= captured lineage records, 𝐿𝑡= total lifecycle 

events. 

A. Data lineage and provenance 

modeling 

Enterprise intelligence fabrics support knowledge-

oriented service automation at scale. Key requirements 

include data governance, provenance, quality, and security. 

Data lineage tracks the lifecycle of entities in data processing 

workflows, providing insight into data quality and 

compliance. Provenance modeling offers greater detail, 

capturing the actors and circumstances of operations that 

change data. 
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Fig 4: Governance Dimension Coverage — radar chart 

across quality, security, risk, compliance, provenance, trust 

The provenance metadata schema describes 

lineage information for the knowledge fabric, specifying its 

integration within an enterprise intelligence fabric 

supporting knowledge-oriented service automation at scale. 

Data lifecycle information represents the set of lifecycle 

identifiers captured and made accessible within the 

operations of the fabric. Sourced from external systems or 

generated during fabric operations, these identifiers serve as 

inadvertent side products that may be captured and exposed 

in a cost-effective manner while enriching the information 

disclosed within the knowledge fabric. 

8. Trust Score  

𝑇𝑆 =
𝑄𝑑 + 𝑆𝑑 + 𝐶𝑔

3
 

 

Where 𝑄𝑑= data quality, 𝑆𝑑= security score, 𝐶𝑔= 

governance compliance. 

5. Conclusion 

Scalable enterprise intelligence fabrics enable 

dynamic support for high-performance knowledge-oriented 

service automation through knowledge discovery and 

optimiation-based decision-making on demand. The enabled 

ad hoc knowledge-oriented services, such as data analytics 

service–based orchestration for knowledge-fusion-driven 

data-interoperability, provide responses to urgent or 

unexpected analytic needs in fast-changing and complex 

enterprise environments. Service orchestration is not 

restricted to a predefined service pipeline but is instead 

discovered and optimized dynamically based on data-driven 

knowledge fusion. Other knowledge-oriented services 

include advanced decision-automation service and 

automated virtual collaborative decision support, all based 

on the analysis of heterogeneous enterprise data and 

supplemented by external knowledge sources. For optimal 

service operation, it is essential to manage the fundamental 

elements of data, analytics, control, and supported 

application domains in a coherent, scalable, and composable 

manner. 
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